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With the release of StyleADVISOR 8.4, Zephyr Associates is incorporating Value at Risk (VaR) and 

Conditional Value at Risk (CVaR) measures. In a practical, pragmatic manner this paper attempts to 

answer the questions: 

1. What is VaR? 

2. What are the challenges of VaR? 

3. How is VaR calculated? 

4. What is CVaR? 

5. What is the VaR and CVaR of typical asset classes? 

 

I. What is Value at Risk? 

Based on a probability distribution, Value at Risk quantifies the expected loss under extreme market 

conditions. In the context of the Zephyr StatMAP classification system, VaR measures tail risk. 

Originally designed by investment bank trading desks to monitor short-term, daily risk exposures, VaR 

has been modified and adapted for analysis of asset allocations and investment products like mutual 

funds, exchange traded funds, and hedge funds. 

                                                           
1 Special thanks to Dr. David Kirkman and Dirk Hobman for their help on this paper. 
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Figure 1 

The key to understanding VaR lies in knowing what VaR is not. Certain misconceptions and 

misunderstandings about VaR need to be addressed at the outset. First of all, VaR is not the most one 

could potentially lose in an investment. VaR is not a maximum or an absolute number.  In any 

investment, the most one could potentially lose is all of it, or 100%. However, “all of it” is not useful in 

understanding the downside risk of an investment. VaR is better understood as a breakpoint that is 

exceeded only under extreme conditions. Conditional Value at Risk (CVaR) then focuses on what could 

happen when the VaR breakpoint is breached. 

The second key to understanding VaR is that there is no single, definitive value for VaR. It is misleading 

to say the VaR of an investment is X%. VaR can be calculated a number of different ways, each leading 

to different values for VaR. The practitioner should understand these differences and make informed 

decisions as to which method to use. This paper will walk through many of these decision points and 

illustrate the impacts upon VaR. 

Also, it is worth mentioning that VaR measures only risk and not return. Those asset classes with the 

highest VaRs also tend to have the highest upside potential. Most investors will need to weigh the trade-

off between potential return and potential risk in order to make an informed decision. 

II. What Are The Challenges of Value at Risk? 

Having established that VaR estimates anticipated losses during rare market events, what are some of the 

challenges facing VaR? One answer lies right there in our description of VaR. It’s a prediction about the 

future, but it is based on something that is, by definition, rare. This quickly leads to some complications. 

What data or information should the prediction of VaR be based upon? 

Consider the financial industry's well-worn phrase, “Past performance does not guarantee future results.” 

While most intelligent investors accept this caveat, many still consider past information to be at least 

indicative of what they hope or expect to see going forward. Moreover, when calculating performance 
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metrics like the Sharpe ratio, information ratio, or just about any other metric, every single data point is 

used in the calculation.   

But in the calculation of VaR, typically 95% to 99% of the observations are ignored, because by 

definition the analyst is focusing upon the worst, most extreme data. The data from “normal” market 

environments isn’t relevant. So while VaR is the metric most likely to be used as a forward-looking 

projection, it utilizes the least amount of supporting data. This issue will be the focus of sections III.A and 

III.B. 

 

III. The Realm of Probability 

The calculation of Value at Risk falls into the realm of statistics based upon probabilities. When 

analyzing a set of data to determine the probability of an event, statisticians typically use four measures to 

describe the distribution of values for that data. These four are: 

1. Mean.  The average value of a set of data. Mean tells us where the distribution is centered. 

2. Variance.  Variance describes how representative the mean value is of an overall set of data. 

Often expressed in terms of standard deviation, the variance measures how far the individual data 

points tend to fall from the mean value. 

3. Skew.  Skew tells us whether the distribution is symmetrical or if the distribution is tilted towards 

the positive or negative side. Skew tells us how the shape of the distribution is impacted by 

outlier events. 

4. Kurtosis.  Kurtosis gives us additional insight into the variance. When the variance does occur, 

does it happen all at once? Or is the variance spread smoothly across the distribution? Kurtosis is 

a statistical way of measuring the old adage, “When it rains, it pours.” 

These four elements are also called the “moments” of the distribution
2
. These moments are the building 

blocks in our understanding of a distribution of data. The question we need to ask ourselves when 

thinking about VaR is, “How should we arrange these building blocks?” 

The simplest and most well-known way of describing a distribution is the normal or “Gaussian” bell-

shaped curve. If the data fall into the familiar pattern below, we can make certain assumptions about 

outcomes, including the calculation of VaR. 

                                                           
2 For a detailed, pragmatic guide of the four moments of the distribution, see “Skewness and Kurtosis”, by Marc Odo, at 
http://www.styleadvisor.com/resources/articles.html  

http://www.styleadvisor.com/sites/default/files/article/zephyr_concepts_skewness_and_kurtosis_pdf_37270.pdf
http://www.styleadvisor.com/resources/articles.html
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Figure 2.  Source: Wikipedia. 

With a normal distribution, 68.26% of the observations are expected to fall within +/- one standard 

deviation, 95.44% within +/- two standard deviations, and 99.73% within +/- three standard deviations. 

Outlier events are rare but happen with a predictable (in)frequency. The normal distribution is perfectly 

symmetrical, so skewness is 0.0. The variance that does occur happens predictably, so kurtosis is also 

0.0
3
. In short, if the distribution falls into a Gaussian, bell-shaped curve, we only need to worry about 

mean and variance. We can ignore the measures of outlier events, skewness and kurtosis.   

Unfortunately, in the real world financial data does not typically conform to normal, Gaussian standards, 

and therefore we cannot make the above assumptions. If we base our VaR estimate upon a normal 

distribution, we will likely face some unpleasant surprises in the future. Outliers matter. As we try to 

understand the true shape of the distribution, we have to answer the following questions: 

 Do we use the actual historical data to calculate VaR? Or do we use a mathematical model to 

estimate the shape of the distribution and base VaR off of that model? 

 If we use a mathematical model, which of the many do we opt to use? 

 What confidence level should we use as the breakpoint in our VaR model? 

 What periodicity of underlying data should we use? Quarterly, monthly, or daily? 

 Is the level of volatility stable or unstable? 

Each of the above decisions results in different values for VaR. The next section walks through these 

decision points. 

A: The Base Case: Non-Parametric Distribution 

The simplest approach makes no assumptions about the shape of the distribution and instead relies purely 

on the historical data. To do this, one simply uses the individual data points from a set of data and sorts 

                                                           
3 Technically the baseline, neutral value of kurtosis is 3.0, but 3.0 is an odd number to use as a reference point.  Therefore kurtosis is often 
adjusted and scaled down so that the baseline value is 0.0. 
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them from lowest to highest. The user determines a cut-off point, like 99% or 95%, and that point 

represents the Value at Risk for that confidence level. If we had 99 data points to work with
4
, the VaR at 

99% would be the worst observation and the VaR at 95% would be the 5
th
 worst. The table below shows a 

subset of 99 months of returns for the MSCI Emerging Markets Index. Here, VaR (99%) would be -

27.35%. VaR (95%) would be -11.16%. 

Rank Date Return  

99 10/31/2008 -27.35% VaR (99%) 

98 9/30/2008 -17.49%  

97 9/30/2011 -14.56%  

96 1/31/2008 -12.45%  

95 5/31/2012 -11.16% VaR (95%) 

94 5/31/2006 -10.46%  

93 6/30/2008 -9.96%  

92 8/31/2011 -8.90%  

 
 

  

2 4/30/2009 16.66%  

1 5/31/2009 17.15%  
Table 1 

This is known as the non-parametric method and does not involve any higher math. We get some idea of 

how the non-parametric approach works simply by looking at its name. The parameters of a distribution 

are the mean, variance, skew, and kurtosis, so a non-parametric model indicates we won’t be using any of 

those. 

The simplicity of the non-parametric model represents one of its strengths. As demonstrated, the 

calculation is trivial
5
. In addition, because no assumptions are made about the shape of the distribution, a 

non-parametric approach works as well for normal or near-normal distributions as for distributions that 

might have high skew or kurtosis.  

The key assumption of a non-parametric model is that the future set of returns will mirror the historic set 

of returns. The advantage and implication is, “If it has happened before, it can happen again.” However, 

this assumption is a double-edged sword. If we extend this idea, values outside of the range of what has 

happened historically are simply impossible. In other words, “If it hasn’t happened before, it will never, 

ever happen.” This is a dangerous assumption to make, especially when we are trying to capture outlier 

risk. 

Therefore the rule of thumb when calculating non-parametric VaR is to make sure that the set of data 

you’re using contains the type of events you’re hoping to avoid. A non-parametric VaR calculation using 

five years of monthly return data ending on December 31, 2013 would exclude the worst of the financial 

                                                           
4 Eight years and three months if using monthly data. 
5 There are some subtleties that do need to be worked out when using a non-parametric model.  For example, does one assume the only values 
that can occur are the values that have happened historically or does one allow for values to fall in-between historic values?  These issues and 
others are explored in Dr. David Kirkman’s paper “The Zephyr Implementation of Value at Risk and Conditional Value at Risk.” 
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crisis of 2007-2008 and would probably seriously underestimate VaR
6
.  Having a large enough sample 

size is very important when using non-parametric VaR models. 

In the below example we are looking at the non-parametric Value at Risk for nine asset classes. The data 

are monthly returns for the period 1988 to 2012, or 25 years. This is a rather large data set encompassing 

many market events like Iraq’s invasion of Kuwait in 1990, the “Asian contagion” of 1997, the Long-

Term Credit Management crisis of 1998, the dot-com bust of 2000-03, and the 2007-08 credit crisis. The 

confidence level chosen was 95%. 

 

Figure 3 

With 300 monthly data points as a starting set, we sort from worst-to-first. Setting the confidence level at 

95% means that most of the time – 285 months – the monthly return was greater than the number listed in 

the table. The flip-side of that statement is there were 15 months where the returns were equal to or worse 

than what we see stated above. Those “worse than” months are explored in our sections on confidence 

levels (section III.C) or Conditional Value at Risk (section III.D).    

                                                           
6 By the same token, a non-parametric five-year VaR calculated prior to the financial crisis would also seriously understate VaR, since the middle 
years of the 2000’s were a rather benign period.  This is one reason why so many models “blew up” in 2007-2008. 

Large Cap
U.S.

Small Cap
U.S.

Int'l
Developed

Emerging
Mkts

Invest-
Grade U.S.

High Yield
Bonds

Real Estate
Commod-

ities
Hedge
Funds

VaR (95) -7.12% -8.10% -9.22% -10.78% -1.34% -3.53% -6.07% -9.98% -1.70%

-12.00%

-10.00%

-8.00%

-6.00%

-4.00%

-2.00%

0.00%

Non-Parametric Value at Risk (95%) 



Understanding VaR and CVaR Zephyr Associates, Inc. 

Page 7 of 23 
 

 

Rank 

Large 

Cap U.S. 

Small Cap 

U.S. 

Int'l 

Developed 

Emerging 

Mkts 

Invest-

Grade 

U.S. 

High Yield 

Bonds 

Real 

Estate 

Commod-

ities 

Hedge 

Funds 

 300 -16.80% -20.80% -20.17% -28.91% -3.36% -15.91% -30.23% -28.20% -6.31% 

 299 -14.46% -19.42% -14.42% -27.35% -2.60% -9.31% -21.51% -14.84% -6.01% 

 298 -10.87% -15.10% -13.91% -17.49% -2.47% -7.98% -19.46% -14.41% -4.86% 

 297 -10.65% -13.46% -12.37% -16.41% -2.36% -7.37% -16.49% -13.32% -2.70% 

 296 -9.12% -13.38% -11.37% -15.48% -1.75% -7.30% -15.26% -13.19% -2.63% 

 295 -9.04% -12.15% -11.35% -14.56% -1.74% -6.72% -11.25% -12.98% -2.60% 

 294 -8.91% -11.83% -10.71% -13.70% -1.74% -5.69% -10.42% -12.44% -2.53% 

 293 -8.43% -11.21% -10.40% -13.53% -1.66% -5.52% -10.35% -12.23% -2.43% 

 292 -8.43% -11.12% -10.23% -12.77% -1.56% -5.25% -9.04% -12.17% -2.37% 

 291 -8.08% -10.27% -10.11% -12.76% -1.48% -4.37% -8.79% -12.17% -2.34% 

 290 -7.99% -8.89% -9.86% -12.73% -1.47% -4.00% -8.62% -10.96% -2.28% 

 289 -7.88% -8.73% -9.80% -12.45% -1.38% -3.96% -7.91% -10.71% -1.99% 

 288 -7.79% -8.73% -9.68% -12.13% -1.36% -3.78% -6.93% -10.33% -1.94% 

 287 -7.18% -8.70% -9.50% -11.16% -1.34% -3.59% -6.56% -10.10% -1.89% 

VaR (95%) 286 -7.12% -8.10% -9.23% -10.79% -1.34% -3.54% -6.11% -9.99% -1.71% 

 285 -7.03% -8.10% -9.02% -10.64% -1.33% -3.27% -5.32% -9.86% -1.56% 

 284 -6.71% -7.97% -8.72% -10.49% -1.22% -3.20% -5.06% -9.39% -1.50% 

 283 -6.34% -7.75% -8.16% -10.46% -1.19% -3.10% -5.05% -9.05% -1.44% 

 282 -6.26% -7.70% -7.66% -9.96% -1.11% -2.91% -4.80% -8.94% -1.40% 

 281 -6.06% -7.59% -7.49% -9.92% -1.08% -2.80% -4.73% -7.89% -1.39% 

 280 -6.01% -7.40% -7.45% -9.82% -1.03% -2.80% -4.68% -7.86% -1.36% 

Table 2 

These numbers represent the Value at Risk using a non-parametric model, using 25 years of monthly data 

ending December 2012, with a 95% confidence level. They will be the baseline against which we 

compare variations of VaR. 

B: Cornish-Fisher Model 

Another approach to calculating VaR assumes the returns actually do fall into a known distribution 

model. If we make that assumption, the question then becomes, “Which distribution model best describes 

our data?” The fields of mathematics and statistics have dozens of different distributions we could 

possibly use. Following an extensive research project headed by Dr. David Kirkman, Zephyr has opted to 

implement the Cornish-Fisher model
7
 as the basis for VaR calculations. 

In plain English, Cornish-Fisher assumes the distribution resembles a normal, Gaussian bell curve, but 

that some skewness and kurtosis do exist and should be addressed. For many broad asset classes, this is a 

reasonable assumption.   

                                                           
7 The actual mathematical formula for Cornish-Fisher is: 
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                                                      .  For a detailed, in depth mathematical discussion of this model, see Dr. David 

Kirkman’s paper “The Zephyr Implementation of Value at Risk and Conditional Value at Risk.” 
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Because many distributions are close-enough-to-normal, some analysts make the mistake of ignoring 

skew and kurtosis completely. This then leads to understated VaR estimates. Cornish-Fisher incorporates 

slight levels of skew and kurtosis into an otherwise normal distribution to combat this problem. 

Developed in 1937, the Cornish-Fisher model is well-known, well-understood, and widely used. It has the 

additional advantage of being appropriate for many traditional asset classes, whose actual return 

distributions tend to be mostly normal, but with a bit of skewness and/or kurtosis. For most of the asset 

classes and strategies analyzed by users of StyleADVISOR, Cornish-Fisher would be appropriate. See 

table 3 below. 

 

January 1988 - December 2012 Return Standard 

Deviation 

Skewness Kurtosis 

Large Cap U.S. Stocks 9.71% 14.79% -0.58 1.15 

Small Cap U.S. Stocks 9.73% 19.13% -0.53 1.08 

International Developed Stocks 5.49% 17.64% -0.42 0.96 

Emerging Markets Stocks 12.73% 24.02% -0.65 1.64 

Investment Grade U.S. Bonds 7.24% 3.84% -0.17 0.55 

High Yield Bonds 8.90% 9.00% -0.94 8.52 

Real Estate 9.79% 17.84% -0.87 8.38 

Commodities 6.27% 21.00% -0.20 2.16 

Hedge Funds 9.07% 5.38% -0.08 4.86 

Table 3 

 

Cornish-Fisher starts to break down, however, when a data series displays larger degrees of skewness or 

kurtosis. For example, options trading strategies or highly leveraged arbitrage strategies whose return 

patterns don’t resemble a normal distribution at all would be ill-suited for a Cornish-Fisher model. A 

Cornish-Fisher VaR estimate for these kinds of asset classes could be wildly off target. (Again, Dr. 

Kirkman’s paper goes into more detail on this topic.) 

Below we compare the Value at Risk using the baseline non-parametric method described in section III.A 

and the Cornish-Fisher methodology described above. The asset classes, overall analysis period, data 

periodicity, and confidence level are all the same. 
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Figure 4 

The differences between approaches shown above are limited. In some cases the non-parametric produces 

a lower VaR, while in other cases the Cornish-Fisher assumptions are more pessimistic. Moreover, the 

differences that do exist aren’t very large. This is likely due to the fact that we have a significant amount 

of data behind this example. In other real-world scenarios, you aren't likely to have 25 years of data to 

work with. In such a case, the following table provides a useful guide as to which model to focus on. 

 Non-Parametric Cornish-Fisher 

Inputs Historical returns Mean, variance, skew, kurtosis 

Complexity Simple Moderate 

Key Assumption Future will look like the past Distribution is near-normal 

Distribution of Data Doesn’t matter Distribution is close to normal, with 

small amounts of skew and kurtosis 

Limitations Must have sufficient amount of data in 

order to be useful 

Doesn’t work well if skew and/or 

kurtosis are high 

When to use When you have a lot of data to work 

with and you don’t care about the 

shape of the distribution. 

When you have less data to work with  

and if the distribution is near-normal. 

    Table 4 

 

Large Cap
U.S.

Small Cap
U.S.

Int'l
Developed

Emerging
Mkts

Invest-
Grade U.S.

High Yield
Bonds

Real Estate
Commod-

ities
Hedge
Funds

Non-Parametric VaR -7.12% -8.10% -9.22% -10.78% -1.34% -3.53% -6.07% -9.98% -1.70%

Cornish-Fisher VaR -6.73% -8.84% -8.29% -11.15% -1.27% -3.73% -7.88% -9.36% -1.70%

-12.00%

-10.00%

-8.00%

-6.00%

-4.00%

-2.00%

0.00%

Non-Parametric Value at Risk (95%) vs. Cornish-Fisher 
Value at Risk (95%) 
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C: Confidence Level 

The appropriate confidence level that one wishes to use represents another key decision when using VaR. 

In plain English, where along the tail of the distribution do we place the cut-off point? Keep in mind that 

VaR is a breakpoint. X% of the time we expect the return to be no worse than the VaR. Therefore, the 

higher the confidence level, the more extreme the Value at Risk number. A more frequent VaR(95%) is a 

smaller loss than the rarer VaR(99%) on the far tail of the distribution. 

Figure 5 

It helps to translate the confidence levels to a calendar or timeline. If using monthly data, a confidence 

level of 95% means that once every 20 months (one year, eight months) the VaR is expected to be 

breached. A confidence level of 99% means the VaR is expected to be breached once every 100 months, 

or once every eight years, four months. A confidence level stated as 95% or 99% might not sound like a 

significant difference. But when translated to a calendar, a VaR(95%) could be described as a short-term 

risk measure, while a VaR(99%) is a much longer-term risk measure. 

Below we see the Value at Risk for our nine asset classes at both the 95% level and at the 99% level. In 

this comparison we are keeping all of the other variables the same. It’s a non-parametric model with 

monthly periodicity and 25 years of data. 

VaR (95) 

VaR (99) 
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Figure 6 

Here is another way to think of this value. With a confidence level of 99%, these values have only been 

equaled or breached three times in 25 years. The other 297 observations in our data set have been greater 

than the VaR(99%) reading
8
. 

 

Rank 

Large Cap 

U.S. 

Small Cap 

U.S. 

Int'l 

Dev’d 

Emerging 

Mkts 

Invest-

Grade 

U.S. 

High 

Yield 

Bonds 

Real 

Estate 

Commod-

ities 

Hedge 

Funds 

 300 -16.80% -20.80% -20.17% -28.91% -3.36% -15.91% -30.23% -28.20% -6.31% 

 299 -14.46% -19.42% -14.42% -27.35% -2.60% -9.31% -21.51% -14.84% -6.01% 

VaR(99%) 298 -10.87% -15.10% -13.91% -17.49% -2.47% -7.98% -19.46% -14.41% -4.86% 

 297 -10.65% -13.46% -12.37% -16.41% -2.36% -7.37% -16.49% -13.32% -2.70% 

 296 -9.12% -13.38% -11.37% -15.48% -1.75% -7.30% -15.26% -13.19% -2.63% 

 295 -9.04% -12.15% -11.35% -14.56% -1.74% -6.72% -11.25% -12.98% -2.60% 

 294 -8.91% -11.83% -10.71% -13.70% -1.74% -5.69% -10.42% -12.44% -2.53% 

 293 -8.43% -11.21% -10.40% -13.53% -1.66% -5.52% -10.35% -12.23% -2.43% 

 292 -8.43% -11.12% -10.23% -12.77% -1.56% -5.25% -9.04% -12.17% -2.37% 

 291 -8.08% -10.27% -10.11% -12.76% -1.48% -4.37% -8.79% -12.17% -2.34% 

 290 -7.99% -8.89% -9.86% -12.73% -1.47% -4.00% -8.62% -10.96% -2.28% 

 289 -7.88% -8.73% -9.80% -12.45% -1.38% -3.96% -7.91% -10.71% -1.99% 

 288 -7.79% -8.73% -9.68% -12.13% -1.36% -3.78% -6.93% -10.33% -1.94% 

 287 -7.18% -8.70% -9.50% -11.16% -1.34% -3.59% -6.56% -10.10% -1.89% 

VaR(95%) 286 -7.12% -8.10% -9.23% -10.79% -1.34% -3.54% -6.11% -9.99% -1.71% 

 285 -7.03% -8.10% -9.02% -10.64% -1.33% -3.27% -5.32% -9.86% -1.56% 

Table 5 

                                                           
8 One might notice some of the VaR values in the graph don’t match the table values by a basis point or two.  These minor differences arise 
from applying what’s known as a “weak non-parametric” approach to estimating values that could fall between the observed data points.  This 
process is described in detail in Dr. David Kirkman’s paper “The Zephyr Implementation of Value at Risk and Conditional Value at Risk.”   

Large Cap
U.S.

Small Cap
U.S.

Int'l
Developed

Emerging
Mkts

Invest-
Grade U.S.

High Yield
Bonds

Real Estate
Commod-

ities
Hedge
Funds

VaR (95) -7.12% -8.10% -9.22% -10.78% -1.34% -3.53% -6.07% -9.98% -1.70%

VaR (99) -10.87% -15.09% -13.89% -17.48% -2.47% -7.97% -19.43% -14.40% -4.84%

-25.00%

-20.00%

-15.00%

-10.00%

-5.00%

0.00%

Value at Risk (95%) vs. Value at Risk (99%) 
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One might consider simultaneously looking at both VaR (95%) and VaR (99%). In doing so, one gets a 

feel for how bad losses get when they are very bad (95%) and then how bad they get when they are 

exceptionally bad (99%). Another way of addressing this same idea is to look at Conditional Value at 

Risk. 

D: Conditional Value at Risk 

Up until now we’ve stressed the fact that VaR, however it is calculated, does not represent the maximum 

one can lose in an investment. Rather, it represents a breakpoint that is rarely exceeded. Obviously this 

raises the question, “What happens when the VaR breakpoint is exceeded?” 

Conditional Value at Risk (CVaR) attempts to measure this
9
. CVaR is calculated by averaging those data 

points that lie beyond the VaR breakpoint, however specified. In and of itself it is not a difficult number 

to calculate. 

Figure 6 

CVaR will always be a larger negative number than VaR, since by definition it measures the observations 

that fall beyond VaR.   

Again the name of the measure itself provides insight as to how it is calculated. The name Conditional 

Value at Risk implies that the result is conditioned or influenced by how we calculate VaR itself. All of 

the other decisions we discussed before - using a non-parametric or Cornish-Fisher model, setting the 

confidence level, and choosing the periodicity of the data - will influence CVaR as well.   

                                                           
9 CVaR is also referred to as “Expected Shortfall” (ES), “Average Value at Risk” (AVaR) or “Expected Tail Loss” (ETL) by others in the financial 
industry. 

VaR (95) 

CVaR (95) 
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While CVaR is useful in trying to understand how bad losses can get, there are caveats to the metric. Like 

VaR, CVaR isn’t the maximum one can possibly lose. As before, the most one could possibly lose is 

100% of an investment
10

. CVaR is simply the average of the few data points beyond VaR.   

Also, CVaR is calculated using very few data points. By definition, it is the average of those events in the 

extreme end of the tail, so the sample size is quite small. From the investor’s standpoint, having few 

extreme negative observations is preferable, but a statistician would be concerned about making 

assumptions based on sparse data.    

Let’s return to the example we used before and compare a non-parametric VaR (95%) with a non-

parametric CVaR (95%). If we are continuing to use the 25 years of data from 1988-2012, the CVaR is 

essentially the average of those 15 worst months seen in figure 7. 

Figure 7 

In the case of large cap U.S. stocks and developed international stocks, the CVaR is marginally worse 

than the VaR breakpoint. For some of the more aggressive asset classes like small cap U.S. stocks, 

emerging market stocks, and commodities, the CVaR numbers can be roughly 50% larger than their VaR 

breakpoints. In other words, when things get bad, they get really bad.   

                                                           
10 Unless, of course, you are leveraged or short, in which case it is possible to lose all of your investment and then some. 
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The two asset classes with the biggest gaps between the VaR breakpoint and the CVaR average are high 

yield bonds and REITs, where the observations in the tail of the distribution tend to be about twice as 

extreme as the VaR break-point. It is no coincidence that high yield bonds and REITs have the highest 

kurtosis of our nine asset classes. We can translate the VaR/CVaR comparison, as well as the kurtosis 

numbers, into the old phrase, “when it rains, it pours.”      

E. Periodicity and the Independence of Observations 

There is one other frequently overlooked assumption that comes with the calculation of Value at Risk.  

VaR models make an explicit assumption that every observation is discrete. That is, they assume that the 

distribution of returns is truly random and that the timing of the returns does not matter. In other words, if 

one particular month is bad, there is no reason to assume that the month prior or the month following 

would also be bad.   

However, in the real world of investing that assumption doesn’t hold. During the financial crisis of 2008-

2009, many of those “tail” observations happened one after the other. String those bad months together 

and the losses are much more extreme than they would be in any one given month. In fact, if one were to 

look at the 15 months that make up the S&P 500’s calculation of CVaR for the analysis period of 1988-

2012, six of the worst observations occurred between June 2008 and February 2009. 

 Rank Date Large Cap U.S. 

 300 10/31/2008 -16.80% 

 299 8/31/1998 -14.46% 

 298 9/30/2002 -10.87% 

 297 2/28/2009 -10.65% 

 296 2/28/2001 -9.12% 

 295 8/31/1990 -9.04% 

 294 9/30/2008 -8.91% 

 293 6/30/2008 -8.43% 

 292 1/31/2009 -8.43% 

 291 9/30/2001 -8.08% 

 290 5/31/2010 -7.99% 

 289 11/30/2000 -7.88% 

 288 7/31/2002 -7.79% 

 287 11/30/2008 -7.18% 

VaR (95%) 286 6/30/2002 -7.12% 

 285 9/30/2011 -7.03% 

Table 6 

There are a number of potential ways to address the timing or compounding of returns issue. One would 

be to re-run our Value at Risk calculations using quarterly data. This runs counter to the standard 

recommendation of using more granular data in order to increase the precision of the statistics. However, 

in the case of Value at Risk, rolling together several months into a quarter can capture the compounding 

effect of losses that is missed when looking solely at monthly numbers. Below are the results of the nine 

asset classes following a non-parametric distribution for VaR at a 95% confidence level. 
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Figure 8 

 

Across the board we can see that the worst quarters over the last 25 years were much worse than the worst 

individual months. In the case of equity asset classes, the quarterly VaRs were roughly twice the size of 

the monthly VaRs.  

If we really wanted to see the full impact of consecutive months of poor performance, then we should 

expand our analytical toolkit to incorporate a metric like maximum drawdown. Anyone who remembers 

the financial crisis of 2007-2008 knows that it lasted much longer than a month or a quarter. Below we 

compare the monthly and quarterly VaRs from figure 8 with their peak-to-trough losses, also known as 

maximum drawdown. 
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Figure 9 

Here we see the stark difference between “how much you can lose in a single period” and “how much you 

can lose over a market cycle.” For many asset classes, the peak-to-trough period lasted between one and 

two years. Many had yet to recover to their pre-crisis peaks as of December 2012. 

Zephyr has been at the forefront of developing and deploying metrics that recognize and address the fact 

that in the real world, the timing of returns does matter. Thus, another way to address the question of 

timing of returns would be to use statistics like the pain index or the Zephyr K-ratio.   

The pain index is a risk metric that quantifies the depth, duration, and frequency of losses
11

. It is a more 

robust version of maximum drawdown, in that it incorporates other smaller drawdowns and the length to 

recovery in its calculation. For anyone concerned about capital preservation, the pain index is a useful 

measure and an excellent complement to VaR. 

The Zephyr K-ratio (short for Kestner-ratio) is a return-vs-risk trade-off measure. It compares the growth 

rate of an investment against the consistency of that growth rate
12

. It explicitly addresses the timing-of-

returns issue. Several consecutive periods of adverse performance will damage wealth creation to a much 

                                                           
11 For a detailed, pragmatic guide on the pain index, see “Pain Index and Pain Ratio”, by Marc Odo, at 
http://www.styleadvisor.com/resources/articles.html 
12 For a detailed, pragmatic guide on the Zephyr K-ratio, see “Understanding the Zephyr K-Ratio”, by Marc Odo, or “The Zephyr K-Ratio” by Dr. 
Thomas Becker, at http://www.styleadvisor.com/resources/articles.html 
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greater degree than randomly distributed periods of poor performance. The Zephyr K-ratio is quite useful 

because it quantifies the two elements investors care most about - wealth creation and the consistency of 

that wealth creation. 

F. Volatility Normalization 

The issues discussed in the previous section are concerning. Value at Risk is a moving target. Moreover, 

the potential losses indicated by VaR grow higher in the midst of a crisis, right when VaR is needed the 

most. If many of the data points that are used to calculate VaR and CVaR all happen during a crisis, how 

useful is the VaR/CVaR that was calculated pre-crisis? The below table lists the data points that were 

used to calculate VaR and CVaR pre-crisis and post-crisis.   

Pre-Crisis: Jan 88-May 08  Total Period: Jan 88-Dec 12 

Total Monthly Observations: 245 Total Monthly Observations: 300 

Tail Observations: 12  Tail Observations: 15 

245 8/31/1998 -14.46%  300 10/31/2008 -16.80% 

244 9/30/2002 -10.87%  299 8/31/1998 -14.46% 

243 2/28/2001 -9.12%  298 9/30/2002 -10.87% 

242 8/31/1990 -9.04%  297 2/28/2009 -10.65% 

241 9/30/2001 -8.08%  296 2/28/2001 -9.12% 

240 11/30/2000 -7.88%  295 8/31/1990 -9.04% 

239 7/31/2002 -7.79%  294 9/30/2008 -8.91% 

238 6/30/2002 -7.12%  293 6/30/2008 -8.43% 

237 1/31/1990 -6.71%  292 1/31/2009 -8.43% 

236 3/31/2001 -6.34%  291 9/30/2001 -8.08% 

235 8/31/2001 -6.26%  290 5/31/2010 -7.99% 

234 4/30/2002 -6.06%  289 11/30/2000 -7.88% 

    288 7/31/2002 -7.79% 

    287 11/30/2008 -7.18% 

    286 6/30/2002 -7.12% 

       

 VaR (95%) -6.04%   VaR (95%) -7.12% 

 CVaR (95%) -8.60%   CVaR (95%) -9.83% 

Table 7 

Notice that six new observations enter as the credit crisis ensues. With the crisis unfolding, is there 

anything that can be done in real-time to reflect the higher-volatility environment and update our 

VaR/CVaR numbers dynamically? Or do we have to wait for the storm to pass before our VaR/CVaR 

numbers incorporate this new information?  

As it turns out, there is a technique called “volatility normalization” that provides an adaptive mechanism 

to current market conditions. Volatility normalization is a three-step process that modifies an individual 

period’s return to incorporate a certain level of volatility. This might seem counter-intuitive at first. After 

all, how can a single observation be volatile? Volatility can only be calculated on a set of data, not a 
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single data point. The answer is that volatility normalization takes into account a rolling-period of 

previous observations. Here is how the process works: 

1. First, the raw, underlying individual returns are converted to a coordinate value. This coordinate 

value is calculated by incorporating a look-back estimate of mean and standard deviation using a 

rolling window of previous observations. 

2. The calculation of VaR and CVaR is then based off of the series of coordinate values of 

volatility-normalized returns. 

3. In order to make the VaR and CVaR results useful, the coordinate values are re-converted back to 

unnormalized returns.  

For a further explanation, see Dr. Kirkman’s paper “The Zephyr Implementation of Value at Risk and 

Conditional Value at Risk.” To apply the volatility normalization process in StyleADVISOR: 

1. Open the “Analysis Parameters” dialog. 

2. Select the “Advanced Parameters” tab along the top. 

3. Towards the bottom is a section dedicated to Value at Risk calculations. Check “Volatility 

Normalize” and enter a rolling-period “Trailing Window Size”. 

  

Figure 10 

Below we see the results comparing a non-parametric VaR at a 95% cut-off level without and with the 

volatility normalization process using a trailing 36-month window. 
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Figure 11 

 

For most asset classes, the VaRs using the volatility normalization are more pessimistic. The main 

advantage, however, is that the volatility normalized VaR incorporates the bad months more quickly than 

the VaR that does not use volatility normalization. Figure 12 below compares VaR estimates for the S&P 

500 with and without the volatility normalization process applied during the credit crisis period from May 

2008 to April 2009.   
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Figure 12 

 

Using the volatility normalization process, prior to the credit crisis the S&P 500’s VaR estimate is less 

pessimistic, as markets in the middle 2000’s were fairly docile. However, as markets collapsed through 

2008 the VaR estimates using the volatility normalization reflect the changing market conditions much 

more quickly than the regular VaR estimates that do not utilize volatility normalization. 

Expanding upon this analysis, how does the volatility normalization process impact VaR through various 

market cycles? Figure 13 below compares rolling, 10-year VaR estimates for the S&P 500 with and 

without volatility normalization. 
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Figure 13  

The blue line, representing regular, unnormalized VaR estimates, is less responsive to good or bad market 

conditions. VaR estimates start out low as markets were very strong throughout the 1990s. However, 

following the dot-com bust VaR estimates get much worse as the impact of the 2000-2003 bear markets 

are incorporated in to VaR. These bad events stay with the VaR estimates throughout the middle 2000s, 

even though markets were performing well during that period. Finally, VaR estimates get marginally 

worse as markets melt down during the credit crisis. 

In contrast is the red line, representing the S&P 500’s VaR incorporating the volatility normalization 

technique. It adapts to changing market conditions much more quickly.  During the dot-com crash and the 

credit crisis at the start and end of the 2000s, the VaR estimates are very pessimistic. However, when 

markets are doing well the VaR estimates become less extreme. 

IV. Recommendations and Summary 

With so many different variations and decision points, it is easy to feel overwhelmed. The goal of this 

paper was to provide clarity and direction, so let us summarize our approach to Value at Risk by 

answering the following key points 

1. What does Value at Risk tell us? 

2. What assumptions are being made with Value at Risk? 
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3. What does Value at Risk not tell us? 

4. How does one address the shortcomings of Value at Risk? 

5. What decisions should be made in VaR and CVaR calculations? 

What does Value at Risk tell us?  Value at Risk describes losses in extreme market conditions. VaR is a 

breakpoint that is only rarely breached. 

What assumptions are made with Value at Risk?  Before Value at Risk is calculated, one must decide 

whether to use historical information (i.e. a non-parametric model?) or a mathematical (parametric?) 

model, where the confidence level or cut-off should be, whether or not the volatility is assumed to be 

stochastic, and the periodicity of the data used in the calculation. 

What does Value at Risk not tell us?  Value at Risk is not the most one can possibly lose in an 

investment. The most one could lose is 100%. Value at Risk is the loss expected under the assumptions 

made above. Also, Value at Risk does not measure the upside potential of an investment. 

How does one address the shortcomings of Value at Risk?  Additional metrics compliment Value at 

Risk and address some of its shortcoming. Conditional Value at Risk, or CVaR, attempts to measure what 

happens when the VaR breakpoint is breached. The pain index and the Zephyr K-ratio show the impact of 

timing of returns, which VaR does not address. Other measures like the Sharpe ratio, Sortino ratio, and 

pain ratio compare the return-vs-risk trade-off, whereas VaR focuses solely upon risk. 

What decisions should be made in VaR calculations? As this paper has illustrated, there are many 

decision points and different ways to calculate VaR and CVaR. Below are some rules of thumb when 

estimating VaR and CVaR. 

 Type of distribution.  Non-parametric Value at Risk and Conditional Value at Risk are calculated 

using raw historical data alone, thereby assuming that the data are representative of all possible 

outcomes. The Cornish-Fisher variants provide estimates based on historical data that incorporate 

key perspectives on the distribution of returns, including skewness and kurtosis.  

 

In general, the Cornish-Fisher variants may prove preferable for smaller data sets or when the 

distribution of returns falls close to a classic normal distribution. Cornish-Fisher is not 

recommended for data exhibiting large degrees of skewness or kurtosis.  

 

 Confidence levels/Cut-off points.  To change the VaR cutoff point, enter a new value for 

Confidence (%). Typical values are 95% and 99%. 

 

Both the non-parametric and Cornish-Fisher variants require large amounts of data for high 

confidence VaR estimates. Less data will suffice for low confidence estimates. As a rule of 

thumb, 20 months of data would be sufficient for 90% VaR estimates. In contrast, approximately 

200 months of data would be required for calculating 99% VaR estimates. 

 

 Volatility Normalization.  As a rule of thumb, if you are interested in how much an investment 

might lose in a typical period over the next several years, leave Volatility Normalize unchecked. 

Alternatively, if you are interested in how much an investment might lose in the next period 
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alone, check Volatility Normalize and set the Trailing Window Size to a value of 20 or greater. 

There is no upper limit to the Trailing Window Size value. However, as the Trailing Window 

Size value grows, the response to changing market conditions is dampened.  

No single metric provides the analyst a complete, holistic view of risk. Value at Risk is a useful measure, 

but should be used in conjunction with other measures that quantify return, volatility risk, benchmark-

risk, and capital preservation risk. 

 

 

Figure 14 


